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Darren Macdonald: Good afternoon, and welcome. As folks are logging in, I'd like to 
welcome you to our Manitoba Access Awareness Week event. Thank you for joining us. 
My name is Darren Macdonald, and I'm the executive director here at the Manitoba 
Accessibility Office. And today, we are very excited to have a presentation about 
“Artificial Intelligence on Our Terms: Navigating Opportunities and Risks of AI. And DR. 
Treviranus is here. We'll get to her presentation shortly. 

But before we do, I have some housekeeping tips to share. If you're having any 
technical difficulties, please contact our office by email at mao@gov.mb.ca. That's 
mao@gov.mb.ca, and we'll help you out. Closed captioning is available for the webinar. 
To access this, click on the CC icon at the bottom right of your page. We also have 
American Sign Language interpretation. To turn this on, click on the globe icon which is 
also at the bottom right of your page and select American Sign Language. If you're 
experiencing any issues with asl, we'll include the zoom    the link in the zoom site 
where you can find some trouble shooting tips. And we have also spot lit the interpreters 
on the main screen. So we'll give everyone a second to get set up. I want to let you 
know that the webinar is being recorded, and the recording will be posted on our 
website accessibilityMB.ca within about a week or so it takes us to get that up. So if you 
miss any parts or you want to refer back, you can check back to our website and 
rewatch the video. If you have any questions or comments today, please use the Q&A 
function. We'll do our best, I'll monitor the questions, and we can share them with our 
presenter as the presentation's going on. If we don't get to all the questions today, 
though, however, we will do our best to review the questions after the webinar and 
respond to everybody as best we can. So again, thank you for joining us. We're so 
pleased to see there is over 500 people registered for today's event, which I believe set 
a record for us so thank you. And we are happy to be coming to you today from Treaty 
One territory from Winnipeg, Manitoba, located on the Treaty and Ancestral Lands of the 
Anishinaabeg, Anishininewuk, Dakota Oyate, Denesuline and Nehethowuk Nations. We 
acknowledge that Manitoba is located on the homeland of the Red River Metis. We also 
acknowledge that northern Manitoba includes lands that were and are the ancestral 
lands of the Inuit. We remain committed to working in partnership with First Nations, 
Inuit and Metis Peoples in the spirit of truth, reconciliation, collaboration, and to make 
Manitoba more inclusive and accessible for all. One way we try to demonstrate this 
commitment is by including an opening blessing or teaching at our events. Today we are 
fortunate to have Knowledge Keeper Christian Swan with us today to say a few words 
and get us started in a good way. Welcome, Christian. 
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Christian Swan: [speaking indigenous language] My name is Christian Swan, also 
spirit name is Blue Thunderbird Man. Come from the bear clan. My homeland is known 
as dog creek, also known as Lake Manitoba. I'd like to acknowledge that it's a lot of 
hard work learning to live with a disability where it's life changing and there's no 
prosthetics that could ever replace somebody missing a limb and that the spiritual intent 
that we carry as people working together to make this a better place and so we could 
thrive with each other and include everyone's perspectives. I give you my blessings, and 
I look forward to seeing the presentation and how this work goes forward in a 
meaningful way. Miigwech. 

Darren Macdonald: Thank you, Christian. Miigwech. And we're going to now hear from 
our Minister, but something to pass along, if you, like me, like to travel across Canada 
and visit various places, I've discovered a new app that I've downloaded called Whose 
Land, and on it, you can find where you are on the map and you can see which treaty 
covers    if there is a treaty    that covers the area, the land that you're in. And as well, 
there's links to Indigenous communities in the area and even indigenous businesses if 
you want to support indigenous businesses. So encourage people to check out that 
app. So again, thank you very much, Christian. And now we'll hear a message from our 
Minister, the Honourable Nahanni Fontaine. 

Minister Fontaine: as Manitoba's Minister responsible for Accessibility, I'm pleased to 
welcome everyone to this Manitoba Access Awareness Week event. This week 
promotes and affirms our government's commitment to building an inclusive and 
accessible province, while also recognizing the dedication of individuals working 
towards the prevention and elimination of accessibility barriers. Manitoba Access 
Awareness Week is an opportunity to highlight our government's commitment to 
building a Manitoba accessible for all. I extend my gratitude to today's distinguished 
presenter who will share their important insights and expertise and discuss the risks and 
opportunities of AI. Miigwech to the staff at the Manitoba Accessibility Office for 
organizing this event and for all of you attending today. This week, we honour the voices 
of Manitobans with disabilities, the advocacy of community leaders, and the 
partnerships that have shaped the Accessibility for Manitobans Act, which was created 
in 2013. Since then, we have made a lot of progress. Progress made possible because 
Manitobans worked together. We are reminded accessibility is not only built through 
policies and infrastructure but through empathy, understanding and collaboration. 

The Manitoba Accessibility Fund continues to invest and partner with nonprofit 
organizations, municipalities and businesses to improve accessibility throughout 
Manitoba. This year, the fund received more than 200 applications, reflecting the 
growing awareness and innovation across our beautiful province. We are improving 
regulations, including introducing penalties for organizations which are willful 
noncompliant with the law. These changes will strengthen the compliance framework, 
support enforcement, and reinvest in accessibility initiatives. We are also taking steps to 
formally recognize Manitoba Access Awareness Week in legislation, amendments have 



been introduced to the Commemoration of Days, Weeks and Months Amendment Act, 
to officially proclaim the week beginning on the last Sunday in May each year as Access 
Awareness Week. We will continue to uphold and strengthen the Accessibility for 
Manitobans Act, and we will continue to listen, really listen to your voices, your 
concerns, and your hopes. I acknowledge Manitobans who advocate and share their 
experiences and offer honest feedback, your thoughtful engagement and contributions 
continue to build a truly inclusive Manitoba. 

I want to recognize the leadership of the Accessibility Advisory Council. We are 
committed to walking this path together with respect, with courage, and with care. 
Miigwech for your strength and your advocacy and your presence in this province. You 
help shape a better Manitoba for all of us. So let's use this week as both a celebration 
and a challenge to do more, to listen more, and to ensure that accessibility is woven into 
the fabrics of our communities. Miigwech and enjoy today's event. 

Darren Macdonald: Thank you, Minister Fontaine, for those recorded messages. And 
yes, Manitoba Access Awareness Week, as of this week, I believe, June 1st, is now 
embedded in legislation here in Manitoba. So that's exciting. And as mentioned, it is 
critical, the Minister mentioned that accessibility be woven into the fabric of all areas of 
society and that's why I think today's topic is important, because accessibility needs to 
be woven into new and emerging technologies. And so that's why I'm excited to hear 
from our presenter. So without further ado, let me introduce my colleague Wendy 
Harrisko who will introduce today's presentation and our presenter. Over to you, Wendy. 

Wendy Harrisko: Thanks, Darren. So yeah, as Darren said, we're very excited to have 
Jutta Treviranus here today for today's webinar. Jutta is the director of the Inclusive 
Design Research Centre and a professor in the Faculty of Design at OCAD University in 
Toronto. She is also an expert in the field of AI and has been recognized for her work by 
multiple organizations. Jutta is also the chair of Accessible and Equitable Artificial 
Intelligence Standard Committee for the Accessible Canada Act. So welcome, Jutta. 

Jutta Treviranus: Thank you, Wendy. And thank you, Darren. It's great to hear the 
efforts that are going on in Manitoba. So as mentioned, my talk will be on AI on Our 
Terms, meaning on the terms of those individuals that require the functionality that's 
promised by AI the most. And I'll be discussing navigating the opportunities and risks of 
AI and as an acknowledgement of where I come from, I am currently in Toronto in the 
Ancestral and traditional Territories of the Mississauga’s of the Credit, the 
Haudenosaunee and the Huron Wendat. I've been immersed in the debate that 
happens here but if there's one message I'm hoping you'll take away is that we can all 
participate in the AI conversation or the AI debate that is happening. You don't need a 
technical understanding of AI to make your needs and your desires and the decisions 
that need to be made with respect to AI. part of your conversations. The decisions to be 
made right now are not technical decisions but decisions about the values we hope to 
uphold and also especially for the audience here who should be included in those 



decisions. And I think the message that I hope to convey is that the individuals that are 
struggling the most with digital participations should be part of this conversation.  

So just to give you a little bit more of an orientation to where I'm coming from. I direct 
something called the Inclusive Design Research Centre, and it's a large, global 
community of practice, and within this community of practice, which I founded back in 
1993, so 33 years, were proactively trying to ensure that emerging systems work for 
everyone. But the thing to note is that all of our resources are free, they're open. You 
can take them, you can claim them, and you can even sell them. We hope they will be 
distributed as broadly as possible. And we also have access to over a hundred partner 
organizations globally, many with expertise that's needed to try to navigate AI and the 
various questions that are there. So if you are in need of a particular resource or a 
particular area of expertise, please reach out to us. We also have a graduate program in 
Inclusive Design, and we bring in a number of other academic institutions that offer 
additional complimentary skills and knowledge. One of the things that we begin our 
work with is by questioning and unlearning assumptions, conventions and measures of 
success. And this, I think, is a highly necessary activity, especially at this time when AI is 
amplifying those assumptions, conventions and measures of whether we are successful 
in the goals that we lay out for ourselves. And I think we can all agree that our society 
as a whole globally but also nationally is not necessarily in the greatest shape and that 
some of the assumptions and conventions that we've used are resulting in disparity and 
resulting in a set of crises that many of which are human made. So the measures of 
success that we use, that are alternative, are did the work engage and benefit those 
facing the greatest barriers? Because that's where we find innovation and risk 
mitigation, because the individuals that are facing the greatest barriers are also the first 
to notice and experience the struggles to come. 

The next area is doing it strengthen community capacity and self determination? And 
this is how we achieve sustainability and resilience and did it address deeper structural 
challenges, even if it took longer? And this is how we arrive at more authentic rather 
than surface innovation that benefits everyone. And since we're talking about AI, one of 
the things that I need to tell you about is my understanding of disability and data. 
Because, of course, AI is all about data and disability has a particular place within data. 
Over my 44 years in the field, I’ve been collecting data, asking almost everyone I 
encounter the very open question of what do you need to thrive and fully participate in 
society? And of course the responses are very multi-facetted. They're not constrained to 
a single area. The topics are very different. And it is probably the worst data set from an 
academics’ perspective in that you can't isolate the conditions. It's very difficult to reflect 
this very, very large data set. And the only way that I can actually plot the data set and 
visualize the information is in what's called a high dimensional, multi facetted scatter 
plot. And the needs of any given population looks like a starburst, and I call it the human 
starburst. The pattern is a normal distribution. Many bell curves plotted on top of each 
other. Or for those of you who have gone through business school, it is the pattern that 
Pareto noticed when he developed the 80/20 rule later reinterpreted by Richard Koch. 



Like normal distribution, 80% of the needs are clustered and in the middle 20% of the 
space and the remaining 20% are distributed in the periphery in the remaining 80% of 
the space and how does this relate to accessibility and disability? 

Well, it turns out that most of the needs related to disability tend to be out at those 
jagged edges and not in the very densely populated middle. And from an accessibility 
perspective, one of the other important things to note is that the needs in the middle are 
very close together, meaning they're very similar. And the needs out at the periphery, 
are very far apart, meaning that they are more different from each other. And that 
distance increases as you get out to the jagged edges. And because of the ways that 
we have designed our assumptions, our conventions, the processes that we use to 
make decisions, the economic marketing communication decisions that we make within 
our society, that one of the phenomena is that anything that we've designed, whether it's 
a service, a policy, a product, an environment, it tends to work very, very well for anyone 
that has a requirement, a relevant requirement in that middle. It becomes difficult to use 
as your needs deviate from the middle and it's difficult to use if your needs are out at 
that outer edge. And this particular pattern, of course, ripples through every aspect of 
our life, causing greater and greater disparity. Whether it's the designs that we 
encounter on a daily basis that tend to be a fit. If you have an average requirement and 
tend to be a misfit, if you don't, the products especially related to digital inclusion, which 
are improving in availability, reliability, functionality and decreasing in cost, for most of 
the population, but if you have a need for an alternative access system, then the 
availability, reliability, functionality and cost tends to go in the opposite direction. As an 
academic, I'm very aware that knowledge, truth and evidence is also following the same 
pattern because, as we are defending truth and evidence when truth and evidence is 
under attack, frequently what we do is we reduce it to statistical significance. And we 
look at standardized truth and homogeneity, and in terms of ranking and performance 
and competition, excludes work where we're trying to create replaceable workers and 
then even democracy because if we reduce it to one person, one vote and proportional 
representation with only majority rules rather than considering human rights, what will 
happen is that the trivial needs of the majority will overshadow the critical needs of the 
few. Of course if we design our systems not just for that central circle but for the entire 
spread of the starburst, then everyone will have room for change and growth. 

And this has become very apparent during the pandemic when many of us were 
struggling and also as more and more of us age and experience disability. And the other 
thing to note is that innovation and weak signals are best determined out at that outer 
edge. The individuals that are most aware of crisis are the individuals that have those 
needs that are currently unmet. Another, just to quickly give you a grounding in where 
I'm coming from, many of you may be familiar with design thinking and, of course, 
design thinking is one of the things that is    or one of the processes and strategies 
that's frequently used to address crises, to address barriers. But unfortunately, what we 
found is that the design thinking process that is usually communicated through the 
design thinking squiggle where what happens is you iteratively ideate and thinking 



about iteratively, competitively find the winning solution by reducing the number of 
options. And once you found the winning solution, you replicate it and scale it. Of course 
when there's winners, there are losers, and we find that individuals that have needs out 
at that outer edge are frequently the losers in that process. So what we is something 
called the virtuous tornado where we've engaged the individuals that experience the 
greatest barriers and we iterate out to make a more adaptive system that is flexible and 
that offers the greatest number of choices and at each iteration, we ask who are we still 
missing and who have we now excluded by virtue of the design choices we've made? 
And the other thing that    and I’ll come back to this cobra effect when we talk about, 
when we get more into the AI component of this, but one of the other things that we try 
to do is to avoid what we call cobra effects, the unintended consequences of 
oversimplistic solutions to complex problems. Linear thinking, the run of mono-causality 
thinking anything comes from a single cause and all we need to do that is change that 
single element of the problem, and not considering the very complex, adaptive system 
we live in. And unfortunately that complexity and entanglement is getting greater and 
greater, and I won't go into the back story of why it's called a cobra effect, but if you 
have your search engine, you can look that up and see where this particular term 
comes from. 

I mention scaling and one of the problems with our current conceptions of scale is that it 
is very colonialist. There's this assumption that we can create a solution, a single 
solution, and that we can replicate that and spread it in many other contexts so rather 
than the traditional form of scaling, what we frequently talk about is scaling through 
diversification. Can we design a system that is going to adapt to and be flexible and 
continue to grow as it's replicated or as it's used in different contexts. And we try to up 
end the hierarchy of justification. And this is the phenomenon that people that are 
excluded have the largest burden of justification for change. Frequently when we're 
trying to change a system, people who are included can rely on, well, that's just the way 
we do things. This is our standard procedure. But in order to progress during disruption 
and to leapfrog some of the crises that are there, we need to not rely upon that 
hierarchy of justification. And we also want to up end the hierarchy of compromise 
where the individuals that require the change the most are told to be happy with 
whatever pittance of change is offered. And unfortunately, one of the realities is that if 
you have a disability, this constrains your adaptability and the compromise costs are 
greater. And lastly, before I move into the current topic, an additional framing is 
everyone always asks, well, what about cost? And one of the things we found over 
years and years of economic modelling and looking at or analyzing the cost of 
accessible designs versus inaccessible designs is that if you plan with the individuals 
that experience the greatest barrier right from the start, those people who are out at the 
outer jagged edge, unlike what Richard Koch advises that to get the biggest wins, work 
with    or ignore the difficult 20% that take 80% of the effort. So the costing models 
argue against that because if you actually do attend to and prioritize those individuals 
out at the edge, then it may take a little bit longer, it may cost a little bit more at the 
beginning, but your systems will be much more resilient and they will continue to adapt 



and so you can address the unexpected things that are thrown at you. However, if you 
only design with that inner circle, the 80% in the middle, the complacent middle, then 
there will be many requests to add and patch on, and your designs will become very 
brittle, and they will reach end of life much more quickly. 

So moving on to the topic of the day, the risks and opportunities of AI. So just as an 
orientation, what is AI? So artificial intelligence, in and of itself, is said to be a marketing 
term. It covers a whole range of technologies and approaches and, in fact, when I 
started using AI back in the 1980s, it was a very, very different form of technology and 
tool. But at the core of all of the various forms of AI is using statistical reasoning. It's a 
statistical reasoning machine that is feeding on available data and the term "available" 
is a very important term because, of course, the data that was available to train the 
foundational models that are now seen and are replicated everywhere did not have 
access to many individuals. It was largely a North American, largely a middle to upper 
class, largely a technical digitally literate group. So it is based on the digital traces on 
the internet and that are available to the large companies that created the foundational 
models. And of course by virtue of digital exclusion, there is quite a bit of data missing 
about people with disabilities. And as further orientation, AI is basically like a power tool. 
It is replicating the things that we've done before but more efficiently. And it's like moving 
from a hammer and chisel to a powerful motor. It can do the things we've done before 
but more efficiently and in the decision systems, not necessarily in the large language 
models, it was able to make those decisions more accurately and consistently. Of 
course that's changed since we have Gen AI and large language models. It's 
mechanizing, accelerating, amplifying and automating existing patterns it finds in the 
data, and this is true for all versions of AI and, of course, AI is wonderful at statistically 
finding and producing the typical, popular, normative, predictable and statistically 
average. And when people are daunted by AI, and I like to group it into the generations 
of AI. The first generation which was one of the generations that I played with very early 
on when I referenced in the '80s, and in that first generation, we told the AI here's the 
rules, follow them literally and accurately. And you may remember some of the tv 
comedies where a robot that was AI driven would too literally interpret rules and for 
example, there would be a robot that is told to clean the house, and they would then 
take the husband and remove them from the house because as the source of disorder. 
The second generation of AI, we said here's available data, use statistical reasoning to 
optimize the selected metrics. And this is actually one of the more concerning forms of 
AI that people are not aware of and were not aware of before ChatGPT. But that made 
many, many critical decisions in our lives. The medical triage ranking that we would 
have, whether we were interviewed in an employment scenario, academic admissions, 
mortgage, whether our credit rating, our insurance costs, and whether we were seen as 
suspicious in things like tax auditing or at the border. The third form is what everyone is 
very aware of and what we said is here's all the data we have, you figure it out and 
make new connections and determine weights based on past relationships and possible 
combinations, and what you'll note is in this transition from one generation to the next, 
we're giving up control. We were very controlling in the first one where we set the rules. 



And we asked the AI to obey the rules literally. And then as the generations progressed, 
we gave more and more control of those decisions over to the AI.  

There is now what I would call the fourth generation which I don't have on this slide but 
that is agent based, Agentic AI and to some extent this is an attempt to again constrain 
AI, use and gain control because what we're doing there is we're creating AI for a 
specific purpose with a specific focus. The assumptions, though, that are built into AI 
are somewhat problematic if you have a disability. The first assumption of AI is that 
people are average, if not, the goal is to become average. And that can be reflected in 
assistive technology. Of course most of the assistive technology is intended to help us 
to perform in a more average manner, in a particular task. The second assumption is 
what is best for the majority is best for all minorities. And of course that is problematic 
and it has always been problematic in many of the decisions that are currently made in 
other areas. The third assumption is that anyone not average is suspicious. And this, 
again, can be very problematic if you have a disability and you are very unlike the 
average. The fourth assumption is that the most popular is the best. And we've seen this 
before as well in recommender engines and other systems where we are recommended 
things from    that are the highest rated, from people like us, et cetera. And the fifth 
assumption is that believability and persuasiveness is more important than truth and this 
is the assumption of large language models and Gen AI, and results in a greater 
confidence in stereotypical declarations than in data or topics where the AI has more 
information. 

But coming back to disability, with respect to disability and AI, if you have a disability, 
then you experience both the extreme benefits and the extreme risks of artificial 
intelligence. One of the things to note, going back to that starburst, and both about 
disability and intersectionality, is that with respect to that starburst of needs, any 
statistical determination that is made about a general population will be highly accurate 
for people who are like the average or who have needs in that average circle, but will be 
inaccurate as you move from the circle and    or from the centre and will be wrong as 
you reach that outer edge. And of course this has been the case well before AI became 
so prevalently used. It is the case for all of those declarations that you might read in the 
newspaper. The most successful "x," the best "y," what most people    most women's 
experience, et cetera, those are all declarations that do hold, if you're in the average or 
centre of the data distribution, but they don't hold if your needs or your profile are out at 
the outer edge. Now, one of the unfortunate things that is happening in AI, of course, 
and luckily it's starting to    the narrative is changing a little bit, but over the past few 
years, one of the things that is frequently said by developers of AI spurred by the 
geopolitical race that we seem to be engaged in where we are wanting to ensure that 
we're not overtaken by China or by other leaders in artificial intelligence is that we're 
told to trust the developers of AI to break things, to make mistakes and to push forward. 
And that's an actual quote in both the senate deliberations but also in our Canadian 
deliberations. But there is a problem with this declaration with respect to disability and 
technology that makes us, as individuals with disabilities, much more vulnerable to 



those, that breaking. To have the right, to ask this of us, you need to have a deeper 
understanding of the relationship between disability and technology. There's a saying 
that for most people, technology makes things convenient but if you have a disability, 
technology makes things possible. And therein lies that responsibility because 
technology is relied upon to speak, read, write, learn, affect the world, navigate the 
world, eat, express love, remember, plan, breathe and even live. And our relationship to 
technology by necessity is more intimate. It is essential because we have no choice. It 
is what makes things possible. The relationship also makes us more vulnerable. We 
should not have to give trust to that type of a partner that doesn't consider this 
relationship. We are disproportionately vulnerable to the mistakes, to the breaking. And 
beyond guarding our homes or other forms of technology, it is implanted in our brains 
and in our vital organs. So this discussion of responsible AI becomes ever more 
important if you have a disability. And of course this is not to downplay the amazing 
opportunities that AI offers. So AI can recognize speech, gestures, patterns, images, 
ask anyone who's blind, who's using seeing AI, about the life transforming opportunities 
that this affords. It can find a target object or pattern. It can match and label objects. It 
can remember forever and remind on time. It can sort possible paths to the optimum. It 
can detect common mistakes and correct them. And when we have Gen AI, it can great 
videos, text, images, applications from our prompts. It can predict and communicate 
intentions. It can summarize and translate. It can produce a polished version of 
something that we wish to create. And it can check and repair accessibility. Especially in 
situations where human supports for that don't exist. And with the emergence of 
embodied AI, we also have robotic assistants, smart and automated mobility, we have 
wearables that can help us track our health, we have intelligent prosthetics that can 
make it much easier to simulate or emulate standard actions that we use with our limbs. 
But even with these life changing benefits, there are associated risks. 

Disabled people are most vulnerable to privacy breaches because of their uniqueness 
and easy reidentification. They're also most vulnerable to data abuse and misuse. Apps 
open you to surveillance and manipulation. Think of all the advertisements and push 
notifications. And AI homogenizes giving advice for the average and predicting the most 
popular responses, so that you lose your individuality and your quirkiness and this is 
most heart breaking in high school when the students who already have pressure to fit 
in are simply accepting the average that the AI offers rather than retaining their 
personality. There are inverse benefits to these AI tools. The worst for people that need 
them the most, the people furthest from the average because, of course, it's using a 
statistical replicator. And not to mention the connectivity and sustainability costs. And 
the rising costs once you've become dependent. And of course as I mentioned, the 
large language models are not designed to produce truth but to sound believable. They 
remain most confident when they repeat stereotypes and think of the polluted pool of 
data they are trained on and the stigmatized images of disability that currently exist on 
the internet. 



The other problem, and here we get into the reason why I mention cobra effects, and 
we're starting to see these cobra effects in AI. There's many employers who are 
assuming that because AI exists, they don't need to provide anymore accommodation. 
They are assuming it is fixed but don't realize that there's differential benefit, that it only 
works for some people who require those accommodations. And it tends not to work 
very well for people that are furthest from the average. Then the other cobra effect is the 
cognitive surrender that frequently happens where we accept and we gain undeserved 
trust in the AI because it works so well and we start to assign and pass over many of the 
really critical decisions to an AI system not remaining vigilant to the problems that may 
occur or the inaccuracies of the AI decisions. But in addition to this, not talking about the 
AI used in assistive technology, there's also the larger, systemic issues that AI causes. 
And the less known risks or the less talked about risk is that AI, to some extent, is 
creating this infrastructure of what we call statistical discrimination. And this happens 
when we use AI to find, match, sort, label, measure, optimize, calculate, analyze people 
at scale. And you're going to laugh because I did not lock the store and so my cat 
decided to participate in this webinar. 

Darren Macdonald: Jutta, I was hoping that was a cat because something kept walking 
by. Maybe this is a good time, a question just came in around your description of the 
cobra effect and if you maybe have some concrete examples where that shows up with 
AI. 

Jutta Treviranus:  Yeah, definitely. So one of the phenomena that we're seeing in 
employment situations is because you have seeing AI, you have AI tools that are 
commonly used by people who are blind, the assumption by the employer is, well, we 
no longer need to either make the documents or the PDFs or whatever, the 
communication and the collaboration tools accessible. We can shut down that service 
for employees with disabilities. Or we no longer need captioners, we no longer need 
ASL interpreters. But of course while it may work very well in very average, typical 
situations or for people who are very close to the average or for scenarios where the 
data that is being used is very typical, it doesn't work the minute you move away from 
those typical scenarios. So not a Manitoba example but one of the things that we did 
was we used the tools that are used by blind people to be able to describe the 
environment, navigate the environment, identify the labels of pills and products, we took 
that to an environment in Kenya where there was minority languages, where there were 
different cultural conventions and, of course, the labels and products and even the 
streetscapes, the homes were very, very different. And the seeing AI did not work there 
at all. The same situation happens in workplaces where they've chosen no longer to 
have human captioners or human interpreters, sign interpreters, and what happens is it 
works well for standard day to day conversations but the minute you stray from those 
typical topics, the AI systems will break down. And this is extremely distressing if    well, 
in all sorts of settings because it's frequently the main terms, the topical words that the 
interpretation or captioning will not catch. 



Darren Macdonald:  Great, thank you. 

Jutta Treviranus: Okay, good. So I'll continue. So what's happening is there's a 
problem with AI and when it's used to make decisions about people that are not average 
and, unfortunately, people with disabilities are the collateral damage of this issue. 
Because bias towards an optimal pattern, which is what we find in AI, is a bias against 
difference. And what's happening is that those AI decisions are propagating 
discrimination faster, more efficiently and accurately. And they are homogenizing 
towards a monoculture. In employment, in academia and, of course, a monoculture is 
not something that is going to be resilient to the crises and changes that are coming. 
And one of the things that I've been doing with my students is monitoring harm and 
incident databases. There are many international and national organizations that are 
recording the harms and incidences that are happening due to AI, and this is especially 
the case in medical and financial situations. And what we're finding is that there's 
disproportionate reports related to disability. And some examples of this include parents 
with disabilities falsely flagged as unfit, false positive tax audits, false positive security 
flagging, being excluded from optima filtering in the various competitive filtering 
systems, biased credit and asset rating, unfairly denied mortgages and loans, unfairly 
high insurance rates, de prioritization of relevant information in media and in social 
media as well or the news or journalism. But one of the most distressing things arising is 
iatrogenic death and illness and because AI medical calculators are used to recommend 
treatment and, in many cases, also to justify funding for treatment, if you are not like the 
average determined by the medical calculator, then frequently that treatment that you 
are prescribed is wrong. What we've found is that statistical reasoning as the means of 
making decisions can do harm despite the fact that we see statistical reasoning as the 
gold standard of determining truth and evidence. And assuming that what we know 
about the majority applies to the minority can do harm as we know when we work in 
accessibility. And unfortunately, the AI is becoming a highly seductive infrastructure of 
digital eugenics and that sounds like a very, very extreme term, but you can see how it 
is pervasively eliminating the differences and the distinctions and the diversity that 
exists within the population and within the content that we're producing and any teacher, 
educator, anyone who's a publisher, anyone who accepts journal articles, will attest to 
this, that there is almost a sanding off of all of those diverse facets of the production. 
One of the benefits, though, that I found with AI is that it does act like a magnifying 
mirror because AI, as I said, is simply replicating, automating the patterns that already 
existed within our society. It's learning from us and it's making whatever we've done, 
whatever direction we've gone in more efficiently so it's speeding us in the direction that 
we were going in. And that direction is not necessarily as we know from the human 
created crises that we all face at the moment, the best direction. So it gives us an 
opportunity to step back and reflect, is this really how we want to educate our children? 
Is this going to prepare them for the world that they will be meeting in the future? Is this 
really how we want to engage in work and how we want to create our organizations? Is 
this how we make our choices within a city, within a municipality, within a province? And 
so it is showing or reflecting back to us what the risks and what the opportunities are. 



One of the most distressing things, though, at the moment is the inadequacy of the 
protections. The narrative about AI has changed dramatically. Five years ago, there was 
simply a push to let's adopt AI. everywhere, AI is so wonderful, it is going to save us as 
a country, as an institution, et cetera. And our government reflected that narrative. But 
lately, there has been a much more cautious narrative which has an emphasis on in 
order to take advantage of the opportunities, we need the protections. But unfortunately, 
a similar pattern is happening in the protections. The advice from the AI industry is that 
all we need to get better is to include more data. So we can eliminate the bias and the 
harms of AI by resolving the data deserts or the inadequacy of the data relevant to 
disability. 

But I have an old story that many of you may probably have heard before that still is 
relevant regarding the fallacy of that assertion, that all it is a data problem. It isn't just a 
data problem. Back quite a while ago, I was asked to test some machine learning 
models that, and this was around 2013 that would be used to guide cars through 
intersections. The AI would be used to tell the car whether or the vehicle to stop, 
proceed, turn, et cetera. And I decided to test it with an unusual instance or 
circumstance. A friend of mine who pushes her wheelchair backwards through an 
intersection. And this is unexpected not just within a data scenario but also most people 
in the intersection don't know how to deal with this and frequently will grab my friend 
and push her back to the part of the curb that she just came from. But like people 
interpreting or failing to adequately interpret where my friend is going, the cars also all 
chose to or the AI driven vehicles also all chose to proceed and if they had been 
deployed, they would have run my friend over. All of the developers of these systems 
said don't worry, they are immature, they don't have enough data, it's a data problem. 
We just need to feed them more data about people in wheelchairs in intersections. But 
when I came back to test it again, they had even oversampled the information so more 
than the representative data that would be needed regarding who's in intersections, all 
of the machine learning models chose to proceed with greater confidence. They all 
became confident because of the data and because of the statistical modelling that 
people moved forward in an intersection when they were in a wheelchair. 

So what we need to do is redesign or rethink our protection or our AI ethics measures. 
Because what's happening with those or what we're noting in that is most of the harms 
occurring for people with disabilities are deemed to be insignificant because they're 
statistically insignificant. They're so unique and different from each other there isn't a 
common pattern that triggers a need for protection. And they tend to be invisible in error 
testing. They're dismissed as anecdotal in risk/benefit analysis where the benefits far 
outweigh the risks if we look at it in numbers. But, of course, if we look at it qualitatively, 
the actual risks to people with disabilities are hugely egregious. So it's more than 
addressing data gaps and bias, removing human bias from algorithms, removing 
stereotypes from labels and proxies, and excising markers of disability to avoid 
discrimination. And this is a piece of advice that's given quite frequently that in order to 
avoid being discriminated against in an interview process or in a competitive 



employment process, just remove anything that shows that you have a disability or 
remove anything that shows that you're part of a stereotypical group that is 
discriminated against racially or ethnically. And of course the problem with that is that 
that means that you're giving a picture of a very homogenous population to the AI and 
the AI will never be able to address the particular unique needs that you have. 

So how are we addressing trustworthy AI? A surprisingly simple exercise that we 
frequently use to get people to start thinking differently and to question the conventions 
that we have is to use the typical mentee meter that people use in many situations. I 
think most people have experienced some form of the word loud exercise where the 
presenters offer a question and everyone goes to a QR code and offers their response 
to the question. And of course the most popular words go to the centre, the most 
popular contributions go to the centre and they grow in size. They become the things 
you are drawn to, the people linked to the response will see them and want to vote with 
the majority. And the unusual, unique minority terms or contributions disappear. And one 
of the things that we've done as an exercise is to simply flip that so that the novel, 
unique words grow in size and come to the centre because those are the things that 
have been previously excluded or the perspectives that were missing in our 
conversation. And we do something similar with the algorithms that are used for 
academic admissions and hiring where rather than trying to find a pattern that matches 
exactly the data pattern of or the data profile of the previously successful employee or 
productive employee, we look for what are the missing perspectives, what are the skills 
that are not currently within the organization. And we have just released a specification    
non normative technical specification for what's called the trust meter, and we began 
this work back during the pandemic when we noticed that the triage tools and the 
treatment recommendations were wrong if you were an outlier or if you were out of 
distribution. And so the trust meter is a tool that is intended to signal to an implementer 
of AI that you should not use AI to make a decision about this person or this scenario 
because the response of the AI will be wrong. And then we're trying to push the benefit 
of AI, make it more adaptive, to address the needs of individuals that need it the most 
and one instance of this is children who are nonspeaking, who are preliterate, who also 
have severe physical disabilities and therefore experience many barriers to 
communication. And of course in the process, what we're needing to do is to create an 
AI which is very unlike what most AI is designed for because we're using symbol 
language rather than phonetic language. We're using different grammatical structures, 
and we are working with individuals who have not yet developed literacy because, of 
course, kids speak and have a huge vocabulary and can communicate many things 
before they become technically literate. And then lastly, we're trying to fill the regulatory 
vacuum, and this is the accessible and equitable AI. standard that we've developed for 
the Accessible Canada Act and that is being considered for the E.U. and, of course, in 
order for us as a nation, as a province, as organizations to adopt AI, which we're 
encouraged to do, we need to have trust and trust is one of the biggest barriers to 
actually optimizing the opportunities of AI And trust requires guardrails. 



So the accessible and equitable AI Standard is intended to act as one of the first 
guardrails related to disability. And within this standard, we have addressed a number of 
disability specific concerns. One is accessibility. Nothing without us. Not just as 
consumers of AI but also as the individuals that determine whether AI should be used 
that help with the design, development, testing, monitoring, retiring of AI systems. So 
are the tools accessible? 

The next is to deal with statistical discrimination because all of the other guidance that 
exists out there, whether it's the E.U. AI Act or the Missed Risk/Benefit Framework or 
even the ADA draft that was rejected here in Canada, the statistical discrimination is not 
addressed. And so we are providing guidance regarding how to avoid that statistical 
discrimination, to go beyond the assumption that we can fix the problems with AI by 
adding data. And then cumulative harm because the frameworks that exist in terms of 
protecting against the issues within AI are only for high risk, high impact issues. And 
there is this phenomena of harm by a thousand cuts because of every decision that is 
made guided by AI is biased against you, if everything in the newspaper has nothing to 
do with you, if everything in the curriculum covered in a school system, if all of the tools 
that are chosen and marketed are not tools that you can benefit from, then there is this 
cumulative harm. And so we try to address that as well. 

And then lastly, education. Ensuring that education about AI includes accessible and 
equitable AI and that education is accessible for individuals with disabilities. And it is 
now a national standard of Canada and it's moving towards a regulation. And we're 
using a phased approach where we've released a framework, and we've addressed 
automated decision systems and now we're moving towards Gen AI and related 
technologies. And apologies for going very quickly through this. 

The next steps that we're going to be addressing AI authoring of content. One of the 
things that have been noted recently or that you can actually follow the trend is that over 
60% of the content that you see on the web, that you read in media and news journals 
is created by AI and that's upwardly trending. And so one of the opportunities that's a 
risk but of course there's an opportunity there, if we ensure that the content that is 
authored using AI or by AI is accessible, then we can proactively make sure that people 
have access to it. And we are doing this in collaboration with the World Wide Web 
Consortium, Web Accessibility Initiatives, and we're beginning with a community group, 
and we invite anyone to join a community group. And it will become part of the authoring 
tool accessibility guidelines which are integrated into a number of regulations and 
provincial accessibility standards. So it addresses both parts of the authoring tool 
accessibility guidelines. One, that the authoring tool should be accessible to people with 
disabilities but also that it produces accessible output. And our intention within the 
accessible standards Canada is to move further to address cybersecurity, embodied or 
physical AI because, of course, physical AI cannot only cause harm through decisions 
but can actually cause physical harm. Agentic AI or those agent-based AI systems that 



are being constructed to address specific tasks and that are actually organized into 
team to do a whole set of tasks. 

And then lastly or not lastly, we'll probably add to this but we're also hoping to look at 
financial technology and the inaccessibility of many of the financial systems. But what 
we've learned through all of this work is that intelligence that works with the edge of our 
human scatter plot is better able to adapt to change and respond to the unexpected, 
detect risk, transfer to new contexts, results in greater dynamic resilience and longevity, 
reduce disparity and may hold the key to our survival. And I would love to continue the 
conversation, and I've told the team that these slides can be shared so you can follow 
the links. And I need to acknowledge that our work is funded by the Accessibility 
Standards Canada, the William and Flora Hewlett Foundation and the New Frontiers 
Research Fund. And I would love to answer any questions you may have.  

Darren Macdonald: thank you so much for your presentation. Very informative. We'll 
see if some questions go in. Please go to the Q&A box at the bottom and type in your 
questions. To put you on the hot seat, there's a couple that came in so we'll start with 
these. But I don't expect you to be quite up to date because I believe just as you were 
talking, the Government of Canada, the Prime Minister announced Canada's AI 
Strategy. So you talked about it a little bit but I'm curious what your role is and what you 
see the role for government is in this like regulating. You talked a little bit obviously 
about safety, privacy concerns, I just wonder what's your advice to the Prime Minister 
would be if he were here. 

Jutta Treviranus: Right, yeah. And certainly we've had the opportunity to participate in 
the consultation and also had numerous discussions with the Minister of AI. I have seen 
a transition, as I mentioned, in the narrative. It was a very rah, rah, AI, AI for everything 
initially but it has changed more to an AI for All and a greater emphasis on the 
protections. Of course one of the biggest topics has been Sovereign AI, given the 
geopolitical situation with the foundational developers of AI being in the EU. And so a 
large focus of the Canadian AI agenda has turned to ensuring that we have 
independence and choice and agency in terms of what AI determines, how AI is applied, 
etcetera, and how AI functions. 

One of the distressing things that, and as you say, I've seen drafts or intimations of what 
would be within the strategy, but the investment at the moment is largely in very large 
data centres and those things that are also causing havoc with our environment, and 
the focus is on the very, very large applications of AI rather than the applications that 
are also beneficial such as On Device AI, bottom up data centres that are both 
governed and where the value goes back to the individuals that require the systems. 
And this would include things like data cooperatives, etcetera. 

There are a number of experiments globally where people who are excluded are not like 
the average are pulling together the data that is relevant to them and creating bottom-up 
data stores that reflect them better than the large foundational models. I think I'm 



advocating, or we have been advocating that what we need to do is we need to rethink 
the direction that the large AI systems are going and push more towards addressing the 
currently underserved edges of the needs that we're proclaiming AI will help with. 

Darren Macdonald: Yeah, thank you. And also for those who maybe aren't as aware as 
I am about Accessibility Standards Canada, we did put the link in the chat as well as a 
few other links to resources. But obviously a big part of their work and your work is 
consultation, nothing about us without us. And we had the pleasure, Manitoba was part 
of the Canadian delegation at the U.N. in 2023 and one of the things we heard from 
member nations unilaterally was that people with disabilities, they were concerned, they 
were left out of the industrial revolution, left out of the computer revolution and they did 
not want to be left out of the AI revolution. So I'm just curious about the consultation 
process, what you heard from people with disabilities and from groups, from people who 
face barriers. 

Jutta Treviranus: Yeah, and this is the reason why I stressed the message that I 
stressed at the beginning because one of the things or one of the myths about this 
conversation about AI, including the consultation with the Canadian AI Secretariat is that 
you need to know AI, that you need to have some technical understanding of AI. But, in 
fact, the choices and the debates are really not to do with the technical qualities of AI. 
They're to do with the values and the goals that we hope to address with AI. So I would 
encourage everyone to participate, and I would encourage Manitoba Access Awareness 
Week to stress that we need to support people that are currently underrepresented in 
this discussion but that feel the greatest impact to participate. And what does that 
mean? It means that we need to reach out to individuals who are currently excluded. 
We need to support them monetarily. We need to make sure that these consultations 
are accessible and frequently that isn't the case. 

Certainly one of the problems that we're noting is that the standards that drive the 
development of AI, whether it's ISO or CSA or many of the other international standards 
that are used to guide the regulation and the policy are very, very inaccessible and so 
we have a project called All Standards with Us where we're trying to recommend to the 
International Standards Organizations and the various groups that are developing these 
standards that they need to be accessible, that people need support in participating in 
that conversation because not only the information is inaccessible, but the process, the 
meeting spaces, the way to communicate, the application to participate, all of that is 
highly exclusionary at the moment. 

Darren Macdonald: Yeah, absolutely. So a couple of questions that came in earlier, 
and you may have touched on a little bit, but just obviously the dialogue soften missing 
around the environment and they say I'm happy to hear that there are alternative 
directions which can support social ethical directions. So from your experience, is this 
something now being a bit more considered or is it still, do you feel, a need within those 
that are certainly like I said, if the Prime Minister were here, I imagine the environmental 
impact and sustainability in general is something that you'd advocate for. 



Jutta Treviranus:  Oh, definitely because, of course, the adverse environmental 
impacts are felt most by the communities that are already struggling and in parts of the 
world but also within Canada that there's greater poverty, it tends to accentuate the 
disparities that already exist so I think we should definitely look at things that are not as 
environmentally costly and that very much aligns with many of the interests of people 
with disabilities because the strategies that tend to benefit and reduce the harms for 
people that rely on AI-based assistive technologies are also going to be more 
environmentally friendly. If we're not relying largely on cloud and broad band access but 
on device AI that is function-specific, that does not have those same environmental 
costs. If we are using local data, bottom up, smaller data sets and salvaging the parts of 
the large language models that are relevant to the task, then again, so there's an 
alignment with the interest in addressing both the opportunities and the harms of people 
with disabilities and ensuring that we're not also increasing the environmental impact of 
the AI. But unfortunately, the investment tends to be in those large, large, large data 
stores, etcetera, and the large infrastructure. 

Darren Macdonald:  There's a couple of questions. We just maybe have one more 
minute. There's a couple related to your slides and asking if you can share more 
information about your community of practice. And another question on the topic was 
also can you know more about how to join the community of practice group or is there a 
way for people. 

Jutta Treviranus: Yeah. I think there may be two community groups that are being 
discussed. There's the W3C Authoring Tool Community Group that is currently formed 
and I can provide the link to that. It's the W3C ATAG Community Group and I think 
there's a link, Kenny put a link in for ATAG, but then associated with that on the same 
site, you'll find the community group that is formed and that is open to anyone 
interested. The community of practice that we have within the IDRC, we invite anyone to 
join the many different projects that we have and if you go to the IDRC site, there's a 
link to get involved and there you can see our regular newsletter but also the open 
webinars, but in addition to that, we're always interested in engaging people who are 
experiencing barriers in the areas that we're trying to address. So yeah, you can go to 
the IDRC site, and we have many calls out for participation. 

Darren Macdonald: Great. And another question, we'll just give you one last one, this 
is, I guess, a bit of a practical question. Are there any organizations around the world 
that you're aware of developing Gen AI tools with the guardrails that you're advocating 
for? 

Jutta Treviranus: Yeah, there are. There's a number of consortia looking at small 
language models but also hybrid models where there are parts of the large language 
models but there are specific constraints put on the large language models. There are    
actually, there's a whole set of different strategies that are trying to filter out the 
discriminatory data, the hallucinatory data. There are other people trying to put together 
data sets that can be used in conjunction with large language models but with the small 



language models, the better practise is dominant and is given priority within the decision 
making regarding the content. Yeah, if you reach out to me, I can give you a number of 
links to these efforts. 

Darren Macdonald: Perfect, yeah. We'll do that. And certainly appreciate your time 
today and your insights and we know the conversation isn't over. This is something still 
emerging and it's very, we can tell just by our attendance today that the interest is there 
and folks are maybe cautiously optimistic about AI, that there's a lot of benefits but that 
certainly we're in our world, accessibility is just so critical to the work that we do and so 
important for any emerging technology. Our office will certainly be in touch, I’m sure, as 
will our council as they start to think about the role for the Manitoba Government in any 
sort of process with regards to accessibility. So thank you very much. And we will wrap 
up in a minute just so we are considerate of our asl interpreters that need to go so thank 
you, everyone, for joining us. And again, thank you for joining us, especially during 
Manitoba Access Awareness Week. We're excited it's now embedded in legislation 
here. Thank you, Jutta and thank you to Christian for your opening remarks. If you want 
more information about the manitoba accessibility office, check out our website at 
accessibilityMB.ca. The link is in the chat. We have monthly newsletters you can 
subscribe to, and we have a couple of other educational webinars coming up. So thank 
you very much. Before we exit the webinar, please take a short survey. We would 
appreciate it if you fill it out as it helps us for planning future events. So thank you again 
for joining us. And happy Manitoba Access Awareness Week. 

Jutta Treviranus: Thank you so much. And I hope to continue the conversation with 
those that attended. 

Darren Macdonald:  Great. Thank you. Bye bye. 
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